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@ Federated l.earning
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@ Federated l.earning
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@ Decentrahized Learning
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Motivation

+ Advantages:

+ Applications:
any ML system with user data

servers, devices, sensors, hospitals, ...

Al utility, control and privacy

aligned with data ownership



https://pixabay.com/photos/computer-business-typing-keyboard-1149148/

Required Building Blocks
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Communication Compression

limited-bit precision vector

e.g. 1-bit per entry reduces
communication 32 times

random / top k% of all the entries

e.g. k=0.1% reduces communication 1000 times



Consensus with Compression
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Decentralized Learning
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CHOCO-5GD
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https://pngriver.com/download-chocolate-87142/

Convergence (Non-Convex Case)
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%’, + linear speedup in the number of workers




Test top-1 accuracy
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Language model (3-layer LSTM) on WikiText-2

Social Network Topology, 32 nodes of max deg 14

Sign quantization


https://www.pngarts.com/explore/76879

Test top-1 accuracy
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Resnet50 on ImageNet- 1 k
Ring of 8 nodes, each has 4 P100 GPUs


https://www.pngarts.com/explore/76879

Conclusions - Choco

+ First consensus algorithm that converges linearly
with arbitrary compression

+ First decentralized SGD algorithm that converges
with arbitrary compression

+ Practical performance

do




Building Blocks for Decentralized ML.

* Efficiency: Communication & Compute

on-device learning, Edge Al

peer-to-peer communication

* Privacy

data locality, leakage?, attacks?

* Robustness & Incentives

tolerate bad players, reward collaboration



Robustness

During Training and Inference
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Byzantine-robust training

Correct
Average gradients

Byzantine

gradient

gradient

+ Mean vs median

Zeno: Byzantine-suspicious stochastic gradient descent, 2018, Cong Xie et al.



Adversarial Attacks (at inference time)

Classifier Input " Classifier Output
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https://arxiv.org/pdf/1712.09665.pdf

Adversarial Attacks (at inference ime
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http://gradientscience.org/intro_adversarial/
http://gradientscience.org/intro_adversarial/

Adversarial Attacks

+ Standard training

min f(X,)

N b

change model

+ Attacking

max f, W(Xi) v:if -
XEROO(Xi,E) change data

+ by Projected Gradient Descent!



Privacy

+ Secure Multiparty Computation
+ Difterential Privacy

+ Privacy/inference Attacks



L.everaging Heterogenous Systems
Compute & Memory Hierarchy: Which data to put in which device?

machine 1 GPU 1a machine 2
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L.everaging Heterogenous Systems

duality gap as selection criterion

Unit A Unit B
© @ PR
30GB 8GB

AISTATS 2017, 2018

adaptive importance sampling NIPS 2017a.b


https://arxiv.org/abs/1703.02518
http://papers.nips.cc/paper/7013-efficient-use-of-limited-memory-accelerators-for-linear-learning-on-heterogeneous-systems
http://papers.nips.cc/paper/7025-safe-adaptive-importance-sampling
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LoglLoss (Test)

Fxperiments

0.133
., Yowpal Wabbit

Spark Mlip ~ [12 cores]
0.132 "
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0.131

0.13
TensorFlow
. Snap ML [60 worker machines, LIBLINEAR
0.129 [16 V100 GPUs] 29 parameter machines] 1 core]
A
0.128
1 10 100 1000 10000

Training Time (minutes)

terabyte click log dataset, IBM cloud implementation [arXiv]



https://arxiv.org/abs/1803.06333

ITrends - Systems

+ new hardware
+ TPU, GraphCore
* Sparse ops

+ efficient numerics (limited precision), model

machine 1 GPU 1a
compression 00100
+ Software frameworks - ""l
+ AutoGrad (Jax, PyTorch, Tensorflow etc) FPGA 1b
Q10:01Q

= Backends for new hardware

« 1




Number formats for DI.
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Open Source Project:

Ml.bench - Distributed 6 PyTO ch

Machine l.earning Benchmark

¥ Tensor
Public and reproducible reference

implementations and benchmarks ’MPI
for distributed machine learning
algorithms, frameworks and systems.

kubernetes

mlbench.github.io


https://mlbench.github.io

« > O |8

Microsoft Azure Home Gallery ©
— ga ¥ O
$ Binary Classification: Direct marketing ndaft Properties >
Search experiment items ,O 4 Two-Class Boosted Decision Tree
Create trainer mode
Saved Datasets E_) Reader
Single Parameter \ \

Data Format Conversions ‘ I s pn—
aximum numbper or ieav...
Data Input and Output 1 | \/ I I | 20
B \letadata Editor v

Data Transformation

Feature Selection O el aStiCit'y =

10

I Minimum number of sam...

Learning rate

Draiect B laalale
4 | Machine Learning SEp roject Columns A —
X remove columns that are part :
e@ OpenCV Library Modules 9 C()lab of the label Number of trees construct...
¥ Python Language Modules I 100
: Rand b d
€R’ R Language Modules ?m Split andom number see

0

2.| Statistical Functions

' Allow unknown categ...

Two-Class Boosted Decision T...

(1)

@ Web Service 7/

g Deprecated

it
He

= Text Analytics T'wo-Class Support Vector Ma...

B | Sweep Parameters Sweep Parameters
-y

| Score Model B Score Model

- - -

Quick Help v

Creates a binary classifier using a boosted

\ decision tree algorithm

(more help...)

H

Evaluate Model

@ i] @ 1:1 :l: 43)




Practical tricks

+ feature hashing + limited precision operations
hash
keys function hashes
. 00
John Smith
__
Lisa Smith -
03
» 04
Sam Doe
05
Sandra Dee

15



Auto MI.

hyper-parameter optimization
zero-order methods

learning to learn
adaptive methods

neural architecture search
zero-order, warm-start
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