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Practical comparison of algorithms
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Trends - General

Custom AI hardware & systems
Federated or decentralized training
Privacy

Interpretability

trust, fairness and robustness in ML

(e.g. robust & secure against adversaries)

Optimization is a key element of most above topics



ML, Traming

min fx) = " ), )

| data |
I € data

Training algorithms: SGD-based

device

i, ~ Unitorm(1, |data|)

0
i



Petaflop/s-days
le+4

le+2

le+0

le-2

le—-6

le-8

le—-12

1e-14 Perceptron
@

1960

Training: Compute Cost,,... -

TD-Gammon v2.1.

NETtalk
o

2-year doubling (Moore's Law)

1970 1980

ALVINN

1990

AlphaGoZero

Neural Machine
- .
Translation .

o ®T17 Dotalvl

VGG :
i
ResNets
AlexNet “
1
2

3.4-month doubling

Deep Belief Nets and

layer-wise pretraining. ® o
DQN

&
. BiLSTM for Speech
LeNet-5

o
RNN for Speech

< First Era Modern Era =2

2000 2010 2020



10000

10B

Model Sizes

MegatronLM
8300
Transf()rmer MOdGlS -
A
7500
NVIDIA.
5000
@ W
OpenAl UNIVERSITY.of WASHINGTON
1500 1500
: & i Google Al m =- 0 ﬁ
Transf ® ®
1B m OpenAl ra'ésl_h(;rmer Q
BERT-Large 0 MT-DNN XLM665 RoBERTa &5 =
ELMo GP1 340 oo 330 340 355  DistilBERT
04 110 XLNET @ 66
o ¢ o Carnegie ¢ a
0 B L Mellon _ o
@ 2 @ O o University o
N\ < N\
& >\>\\\ o S N 3 ..
Y O gface / distilbert-8cf338(

https: ¥/ medium.com /huggin



https://medium.com/huggingface/distilbert-8cf3380435b5

T-NLG

175 Model Sizes

- | I'ansf()rmer Models
1'/""
12.5b /
/
//
/
10b
MegatronLM
8.3b
o
>
7.5b NVIDIA.
5b
ODGI’IAI __,-"'-'- INIVERSITY WAS
. _ Grover-
2.5b . GPT-2 Mega
& Alz 15b 15b
Ai2 Q—:\) it Google A Transfornj_e_[,---"."-- . [u] ..‘
OpenAl BERT-Large ___EMo MT-DNN XLM 665m  RoBERTa -
ELMo GPT 340m 465m 330m . 355m DistilBERT
o4 10 — - XLNET 66m
m m - o L I 340m @ a
Carnmegie
Q\% Q\Cb Q\Cb Q\q Q\q Viellon Q\q Q\O’ @Q
v “V V YV _\’\, L niversin 4’ V V
Q S & RS Q S 2 S
o W O > S \C .

3 R O W L
S & https: / /'www.microsoft.com /en-us/reseatch / blog / turing=slg-a-17-billion-parame



https://www.microsoft.com/en-us/research/blog/turing-nlg-a-17-billion-parameter-language-model-by-microsoft/

Systems  ...then

machine

s@‘ X
%/L\Nﬁ




Systems

machine 1 GPU 1a
95 S 2@ z@ 2@ 2@
FPGA 1b

P G R ¢
HoRIORIORIO}
Tw® Lws ‘Lw® “ves

|

-

.. . [1OW

machine 2 GPU 2a
95 T z@j 2@ z@ 2@
FPGA 2b

S  SAm S S
HORIORIORIO}
To~e o~ “Tv~ ‘T~

|

-

machine 3




What are the fundamental mits
ol parallelizing the training of
neural networks?



o Parallel & Distributed Training

Distribute compute & memory across many devices
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One-Shot Averaging Does Not Work
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Communication: Always / Never
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@) Challenge
The Cost of Communication

+ Reading v from memory (RAM)

100 ns

+ Sending v to another machine

5007000 ns

+ Typical Map-Reduce iteration
10°000°000°000 ns -




@) Challenge
The Cost of Communication
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High-Performance Distributed Machine Learning using Apache Spark
Diinner et al. 2016, arxiv.org/abs/1612.01437



http://arxiv.org/abs/1612.01437

Just increase the batch size!

516 Steps to Reach 0.01 Validation Error
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Measuring the Effects of Data Parallelism on Neural Network Training
Shallue et al., 2018



L.ocal SGD

Data Parallel D1., L.ocal Update Steps
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Asynchronous Parallel SGD

* Synchronous +* Asynchronous
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Mini-Batch!



Communication Compression

A compressed version
of model updates?

Examples: Communication
Reduction
quantization (e.g. 1-bit SGD) 32x
top k=1% of all the entries 100x

rank-1 approximation >100x



Gradient Compression

A compressed version
of model updates?

Output neurons
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SGD fails with naive/biased compressors
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Error Feedback

error
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Error Feedback

gradient
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Error Feedback
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Error Feedback: Convergence Rate

0: compression ratio
2 2
1C(x) = xll < (1 = 0)]lx]|3

SGD on smooth non-convex objectives (w/ central coordinator)
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Error Feedback Fixes SignSGD and other Gradient Compression Schemes




Can we also save Compute and Memory?

e.g. for deployment on low-resource devices



Model Compression with Error Feedback

Prune most weights (set to zero)

set to limited precision

interactive while training

Dynamic Model Pruning with Feedback




(Model Parallel)

Model-Parallel DI,
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Thanks!
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